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Concept of the paper
Machine 
Learning

• Powerful tool for 
technological progress

• Showing how it can be 
best applied to tackle 
climate change

• Community effort

Recipients

• Researchers & 
Engineers

• Entrepreneurs and 
investors

• Local and national 
governments

• Electricity Systems

• Transportation

• Buildings & Cities

• Industry

• Climate Prediction

• Individual Action

• Collective Decisions

Topics
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Buildings 
& Cities
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Smart 
Buildings

• Optimize energy 
consumption, by 
adapting to usage 
patterns

• Make systems inside 
buildings more 
efficient
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Case Study
Deep Reinforcement Learning based Optimal Control of Hot Water 
Systems
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Overview
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Methodology
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Methodology

Take occupant interaction

and hot water system

dynamics into account

Data-driven approach, only

using sensors that are

available by default

No prior information about

the vessel or the user, the

system learns on the fly

Modell-based

Reinforcement-Learning 

Algorithmus 12[5]



Methodology

200 million EU-Households

Usable in new and millions of

devices already installed

Many households consume more

than a megawatt-hour for hot 

water production annually

→ Adoption has the potential to 

reduce annual global energy 

consumption by hundreds of 

gigawatt-hours 

Take occupant interaction 

and hot water system 

dynamics into account

Data-driven approach, only 

using sensors that are 

available by default

No prior information about 

the vessel or the user, the 

system learns on the fly

Modell-based 

Reinforcement-Learning 

Algorithmus 13



Reinforcement Learning

Characteristics:

Map a situation to an action

No supervision, agent learns which 

action yields the highest rewards

→ Trial & Error - Search

Feedback is delayed, Action has an 

impact on future rewards

→ Delayed Rewards
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Definitions

Reward

• Reward signal defines the goal 
of a reinforcement learning 
problem

• Reward 𝑅𝑡 → Feedback signal

• How well is Agent doing at step
t

• Based on Reward Hypothesis:
 All goals can be described by the 

maximization of expected 
cumulative reward

Action

• Action 𝐴𝑡 Set of possible actions at 
step t 

• Agents actions have an effect on 
subsequent data

• Actively influence environment to 
reach a goal
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Definitions

State

• Environment state 𝑆𝑡
𝑒 is the

environments private 
representation
 Information the environement

uses to pick the next reward

• Agent state 𝑆𝑡
𝑎 is the agents

internal representation
 Information the agent uses to

pick the next action
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Markov State

„The future is independent of the present given the past“

• The state captures all relevant information from the history

• Once the state is known, the history may be thrown away

A state 𝑆𝑡 is Markov if:

 𝑆𝑡+1|𝑆𝑡 =  𝑆𝑡+1|𝑆1, … , 𝑆𝑡
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Exploration & Exploitation

Exploration

Try new Actions to
discover possible rewards

Exploitation

Prefer Actions that
produced a reward in the

past
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Back to the paper
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Problem formulation

Controller

• Reinforcement 
learning agent

• Learns model 
of the thermal 
system

• Optimizes 
towards a 
specific goal

Thermal System

• Characterized 
by State s  S

• Influenced by 
Action a  A

Transition 
Function

• Next state of
the system

• T(s, a, ) = 
𝑠𝑡+1 =
𝑓 𝑠𝑡 , 𝑎𝑡 + 
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State

State of the vessel

• Energy content

• Observed
temperature

State of the
heating

mechanism

• Idle

• Operational

State of the
environment

• Current/Future 
occupant
behaviour

• Ambient 
temperature
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Action • Periodically updated sequence of
control actions

• Action taken now → Binary decision

Reheat Do not reheat
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Reward
• Distinguish between „good“ and „bad“ control actions

Lost occupant
comfort, 𝑐𝑡

•Threshold at 
45℃

•Water 
consumed 
below 
threshold

Optimization
objective, 𝑜𝑡

•Energy 
efficiency

•Low energy 
consumption 
→ High 
reward

Exploration 
bonus, 𝑒𝑡

•Exploratory 
steps

•Improve 
model

Overall reward: 

𝑟𝑡 = 𝐴 ∗ 𝑐𝑡 + 𝐵 ∗ 𝑜𝑡 + 𝐶 ∗ 𝑒𝑡 23



Workflow
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Experiment 
Design

• 32 Houses in the Netherlands

• 13 Houses with a rule-based 
controller

• 19 Houses with the proposed 
method

• Same hardware specifications

• Same geographical area
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Energy Efficiency 
Gains

• Energy required

 Thermodynamic losses

 Hot water consumption

 Ambient conditions

• Considering houses with similar 
hot water demand

• Energy consumption in efficiency 
houses is lower by about 20%
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Impact on 
occupant comfort

• Outflow temperature doesn’t fall 
below 45° C 

→Energy efficiency does not come at 
cost of occupant comfort

• Agent successfully postponed 
consumption in time, so it doesn’t 
impact occupant comfort
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Conclusion

• Consumed energy reduced by 20%

• Can be extended to other thermal 
systems

• Other Services

• Huge energy savings at very little
extra cost
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“Machine learning, like any technology, does not 
always make the world a better place — but it can.”
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