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Two Centers of Excellence for Big Data in Germany 
 ScaDS Dresden/Leipzig
 Berlin Big Data Center (BBDC)

ScaDS Dresden/Leipzig: 
Competence Center for
Scalable Data Services and Solutions 
Dresden/Leipzig 
 scientific coordinators: Nagel (TUD), Rahm (UL)
 start: Oct. 2014 
 duration: 4 years (option for 3 more years)

GERMAN CENTERS FOR BIG DATA
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STRUCTURE OF THE CENTER

Big Data Life Cycle Management and Workflows

Efficient Big Data Architectures

Data Quality /
Data Integration

Visual
Analytics

Knowledge
Extraktion

Life sciences

Material and Engineering sciences

Digital Humanities

Environmental / Geo sciences

Business Data

Service
center
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 Parallel execution of comprehensive data integration workflows 

 Learning based configuration of integration workflows 

DATA QUALITY AND INTEGRATION
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continuous changes in thousands of data sources 

“This tool (Dedoop) by far 
shows the most mature use 
of MapReduce for data 
deduplication” 
www.hadoopsphere.com



 GRADOOP framework 
 End‐to‐end graph data management and analytics 

 Extended property graph data model (EPGM) 

 powerful graph operators for data integration and graph analytics

 Analytics language GRALA

 parallel execution on Hadoop clusters

 open‐source: www.gradoop.org

LARGE SCALE GRAPH ANALYTICS 
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 Introduction
 Big Data
 Scalable data integration 

 Holistic data integration: use cases

 Holistic entity resolution for Linked Data

 Summary

AGENDA
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BIG DATA CHALLENGES

Big 
Data

Volume
Petabytes / 
exabytes of data

Velocity
fast analysis of 
data streams

Variety
heterogeneous 
data of different 
kinds

Veracity
high data quality 

Value
useful analysis 
results



BIG DATA ANALYSIS PIPELINE
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 Metadata (schema/ontology) level
 Schema Matching:  find correspondences 

between source schemas and target schema 
 Schema Merge:  combine source schemas 

into integrated target schema 

 Instance (entity) level 
 transform heterogeneous source data into 

uniform representation
 identify and resolve data quality problems
 identify and resolve equivalent instance records: 

object matching / entity resolution / link discovery
 Fusion of matching objects

2 LEVELS OF DATA INTEGRATION



 Identification of semantically equivalent objects
 within one data source or between different sources

 Original focus on structured (relational) data, e.g. customer data

OBJECT MATCHING (DEDUPLICATION)

CID Name Street City Sex

11 Kristen Smith 2 Hurley Pl South Fork, MN 48503 0
24 Christian Smith Hurley St 2 S Fork MN 1

Cno LastName FirstName Gender Address Phone/Fax
24 Smith Christoph M 23 Harley St, Chicago IL, 

60633-2394
333-222-6542 / 
333-222-6599

493 Smith Kris L. F 2 Hurley Place, South Fork 
MN, 48503-5998

444-555-6666
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DUPLICATE WEB ENTITIES: PUBLICATIONS 
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GENERAL OBJECT MATCHING WORKFLOW
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Transitive 
closure / 
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clusters of 
matching objects

 Special cases:
 only one input data source
 2 clean (duplicate-free) sources -> 1:1 mapping
 1 clean, 1 unclean source -> 1:n mapping
 2 unclean sources -> n:m mappings



 Large-scale matching
 reduce search space, e.g. utilizing blocking techniques
 massively parallel processing (Hadoop clusters, GPUs, etc.) 

 Holistic data integration
 support for many data sources, not only 1 or 2 
 binary integration approaches do not scale 

 Data quality 
 unstructured, semi-structured sources 
 need for data cleaning and enrichment 

 Privacy for sensitive data 
 privacy-preserving record linkage and data mining

KEY CHALLENGES
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PARALLEL OBJECT MATCHING WITH MAP/REDUCE
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 Parallel execution of  data integration/
match workflows with Hadoop

 Powerful library of match and blocking
techniques

 Learning-based configuration 

 GUI-based workflow specification 

 Automatic generation and execution of  
Map/Reduce jobs on different clusters 

 Automatic load balancing for optimal scalability 

 Iterative computation of transitive closure 

DEDOOP: EFFICIENT DEDUPLICATION WITH HADOOP
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“This tool by far shows the 
most mature use of 
MapReduce for data 
deduplication” 
www.hadoopsphere.com



 Introduction

 Holistic data integration: use cases
 Linked Open Data (LOD)
 Holistic schema matching / ontology integration 
 Web tables

 Matching of product offers
 Knowledge graphs
 Comparison

 Holistic entity resolution for Linked Data

 Summary

AGENDA
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 Scalable approaches for integrating N data sources (N >>2) 

 Increasing need due to numerous sources, e.g., from the web 
 hundreds of LOD sources (Data Web) 
 many thousands of web shops
 many millions of web tables 

 Large open data /metadata/mapping repositories 
 dataset collections: data.gov, datahub.io, 

www.opensciencedatacloud.org, web-datacommons.org 

 pairwise matching does not scale
 200 sources -> 20.000 mappings 

HOLISTIC DATA INTEGRATION
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 many linked data sources containing ontologies and associated instances 
 sameAs Links (mappings) between ontology concepts and instances for data 

integration
 federated SPARQL queries to traverse links and access data from different sources

LINKED OPEN DATA (LOD)



LINK DISCOVERY FRAMEWORKS
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M. Nentwig, M. Hartung, A. Ngonga, E. Rahm: A Survey of Current Link Discovery Frameworks. Semantic Web Journal 
2016 (accepted for publication)



NON-LEARNING  LINK DISCOVERY TOOLS
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LEARNING-BASED  LINK DISCOVERY TOOLS
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 mostly simple (attribute/property-based) matchers
 limited use of context and existing links / synonym information

 limited use of blocking
 use of filtering/indexing to speed up string comparisons

 mostly support for semi-automatic configurations, e.g. utilizing 
learning-based techniques  

 general availability of most tools  

 need for more comparative evaluations, especially regarding large-
scale datasets 

 binary linking only: no support for holistic data integration  

LD TOOLS: OBSERVATIONS
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 creation of a mediated schema

 holistic matching between N simple schemas, e.g., web forms

 virtual data integration: meta-search

 holistic matching based on clustering of similar attributes
 utilize high name similarity between schemas
 similar names within a schema are mismatches (e.g. first name, last 

name)

HOLISTIC SCHEMA MATCHING: META-SEARCH



 Development of an integrated domain ontology (e.g., UMLS)
 physical metadata integration 
 tens of source ontologies
 clustering of synonymous concepts (synsets) 
 largely manual integration effort 

HOLISTIC ONTOLOGY INTEGRATION

24
source:  Fiszman, 2012 “Natural Language Processing and the National Library of Medicine”



 huge data collections with (mostly unrelated) up to millions of files or 
tables from numerous domains 

OPEN DATA REPOSITORIES
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 Web contains hundreds of millions tables 
 only 1% relational tables + vertical tables about one entity*

 several corpora with huge number of heterogenous tables 

WEB TABLES
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Prague (Praha)  

Longest rivers

*Balakrishnan, S., Halevy, A., Harb, B., Lee, H., Madhavan, J., et al: Applying WebTables in Practice. Proc. CIDR 2015



 Query support 
 find related tables for keywords
 augment tables by additional attributes 

 Need to add semantics 
 attributes need to be annotated, e.g., with knowledge graph
 table contents described in  surrounding text
 Vertical tables: identify key column vs. property column

 Table augmentation: find coherent attributes from other tables that 
can extend a given table 

WEB TABLES (2)

2012 2013

Bank of China x1 x2

Deutsche Bank y1 y2

Banco do Brasil z1 z3

Revenue

Revenue 
2014

China Mobile x

AT&T y

Telco companies

Eberius et al: Top-k entity augmentation using consistent set covering. Proc. SSDM 2015 27



 many open challenges to better utilize table/dataset corpora

 more comprehensive domain categorization and attribute 
annotation

 more sophisticated matching of attributes based on 
instances + metadata

 clustering and fusing related tables/datasets 

 derivation of domain-specific knowledge graphs 

WEB TABLES (3)
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 Entity search engines  
 clustering of matching entities 

(publications, product offers) 
 physical data integration 
 thousands of data sources 

 Comparison / booking  portals  
 clustered offers within (integrated) taxonomy 
 physical or virtual data integration

HOLISTIC INTEGRATION OF ENTITIES
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 thousands of data sources (shops/merchants)

 millions of products and 
product offers 

 continous changes

 many similar, but 
different products

 low data quality 

HOLISTIC DATA INTEGRATION USE CASE:
INTEGRATION OF PRODUCT OFFERS IN COMPARISON PORTAL
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Input: 
• new product offers
• existing product catalog with associated products and offers   

1. preprocessing/ data cleaning:
• extraction and consolidation of manufacturer info
• extraction of product codes 

2. (learning-based) categorization of product offers
• determine product (entity) type

3. (learning-based) matching of product offers per product category

SOLUTION APPROACH*
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* Koepcke, Thor, Thomas, Rahm: Tailoring entity resolution for matching product offers. Proc. EDBT, 2012



LEARNING-BASED MATCH APPROACH

Product Code
Extraction

Manufacturer
Cleaning

Automatic
Categorization

Product
Offers

Training Data
Selection

Matcher
Application

Classifier
Learning

Blocking 
(Manufacturer
+ Category)

Matcher
Application Classification

Classifier

Product
Match Result

 Training

 Application

 Pre-processing
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 web-scale integration and categorization of heterogeneous entities

KNOWLEDGE GRAPHS
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 Enhanced search results 

GOOGLE KNOWLEDGE GRAPH
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 combines knowledge from numerous 
sources 
 Freebase, Wikipedia, 

CIA World fact book, … 
 2012: > 570 million entities, 

> 18 billion facts/relationships

GOOGLE KNOWLEDGE GRAPH (2)

35
Shao, Li, Ma (Microsoft Asia): Distributed Real-Time Knowledge Graph Serving (slides, 2015)

Nickel, Murphy, Tresp, Gabrilovich: A review of relational machine learning for knowledge graphs (Arxiv, 2015)



 uniform representation and semantic categorization of entities of many 
domains (web-scale) or only one domain, one enterprise etc. 
 examples: DBPedia, Yago, Wikidata, Google KG, MS Satori, Facebook, … 

 entities and their metadata often extracted from other resources such as 
Wikipedia, Wordnet etc. as well as from normal web pages, documents, web 
searches etc. 

 comprehensive taxonomies to categorize entities and their details 

 extreme entity heterogeneity (attributes + values) even within domains

 very challenging data integration problems 

 Knowledge Graphs provide valuable background knowledge  for 
 enhancing entities  (based on prior entity linking  ) 
 improving data integration (e.g., by utilizing additional information) 
 improving search results … 

KNOWLEDGE GRAPHS 

36



Use case data integration type #sources #domains Clustering? degree of
automated 
integration

Query mediator virtual / metadata small few low

Meta  web query  virtual / metadata small 1 attributes medium

Integrated ontology  physical  / metadata  small 1+ concepts low

Entity search engines physical / data very high 1 entities very high

Comparison/booking portals physical / data + metadata high 1+ entities high

Knowledge graphs physical / data + metadata medium many

entities + 
concepts/attri
butes very high

Web table repositories physical collection  web‐scale many possible very high

USE CASES FOR HOLISTIC DATA INTEGRATION
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Use case Data integration type #domains #sources Clustering? degree of automated 
data integration

Meta‐search virtual metadata 1 low ‐
medium

attributes medium

Open data,
web tables

physical 
collection

primarily 
metadata

many very high (possible) high, but limited 
integration

Integrated 
ontology

physical metadata 1+ low ‐
medium

concepts low ‐medium

Entity search 
engines

physical  data (+ 
metadata)

1 very high entities high

Booking 
portals

physical  data + 
metadata

1+ high entities high

Knowledge 
graphs

physical  data + 
metadata

many low ‐
high

entities + 
concepts/
attributes

medium ‐ high



 Most scalable approaches are based on 
 Physical data integration 
 Integration of instance data rather than metadata integration 

 Clustering instead of mappings
 cluster of k matching objects represents k2/2 correspondences 
 cluster size limited by #sources (for duplicate-free sources) 
 simplified fusion of corresponding objects 
 incremental data integration: additional sources/objects only need 

to be matched with clusters instead of all other sources 
-> need for clustering-based concept matching and instance matching

OBSERVATIONS
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 Introduction

 Holistic data integration: use cases

 Holistic entity resolution for Linked Data
 High-level clustering approach
 Clustering for linked data 

 Summary

AGENDA

39



 requirements
 scalability to many data sources and high data volumes 
 dynamic addition of new sources /entities (data 

streams) 
 support for many entity types 
 high match quality 
 little or no manual interaction

 binary match approaches not sufficient 

HOLISTIC ENTITY RESOLUTION
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 clustering-based approaches 
 represent matching entities from k sources in single 

cluster
 determine cluster representative   for further 

processing/matching

 incremental addition/clustering of sources, e.g., starting 
with the largest data source

 distinguish clusters by entity type (product categories, 
geographical entities, etc.)
 determine entity type for new entities (preprocessing) 

 utilize blocking to restrict number of clusters to match with   

HOLISTIC ENTITY RESOLUTION (2) 
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CLUSTERING-BASED ENTITY RESOLUTION
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ck1

ck2

ckq

. . .

rk1

rk2

rkq

cluster set 
for entity type T1

. . .

data sources Dl with new 
entities of different types

c11

c12

c13

c1m

. . .

r11

r12

r13

r1m

...

cluster set 
for entity type Tk

...

D1

D2

Dn



 characteristics
 entity clusters instead of binary sameAs links 
 utilization of  existing (possibly noisy) link mappings
 support for different entity types

 found clusters represent many additional links and 
fused knowledge of improved quality
 can be used to build knowlede graphs

HOLISTIC ENTITY RESOLUTION FOR LINKED DATA

43

Link 
set 

Preprocessing ClusteringInput

Entity 
set 

• normalization of 
semantic entity 
types 

• pruning 
1‐to‐many links

initial clustering:
connected 
components

cluster 
decomposition:

• type‐based
• similarity‐based

iterative cluster 
merge

Set of 
clusters  

Output

GeoNames

FreebaseDBpedia

NY Times

Use case: cluster geographical
entities from 4 sources



LINKING ERRORS
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- existing sameAs links partially wrong
- equal name, similar geographic coordinates
- but different type (lake vs. city)



HOLISTIC CLUSTERING WORKFLOW: EXAMPLE

id label source type latitude longitude
0 Lake Louise (Canada) NYTimes - 51.42 -116.23
1 Lake Louise GeoNames gn:H.LK 51.41 -116.23
2 Lake Louise, Alberta DBpedia db:Settlement - -
3 lake louise alberta FreeBase fb:location.citytown 51.43 -116.16
4 Lake Louise (Alberta) DBpedia db:BodyOfWater 51.41 -116.23
5 lake louise FreeBase fb:geography.lake 51.41 -116.23
6 Mystic (Conn) NYTimes - 41.35 -71.97
7 N17632379615920 FreeBase - 41.35 -71.97
8 Mystic GeoNames gn:P.PPL 41.35 -71.97
9 Black Hill GeoNames gn:T.HLL 53.54 -1.89

10 Black Hill DBpedia db:Mountain 53.53 -1.88
11 Black Hill LinkedGeoData lgd:Peak 53.96 -1.85
12 Black Hill LinkedGeoData lgd:Peak 54.69 -2.15
13 katmandu (nepal) NYTimes - 27.72 85.32
14 Kathmandu GeoNames gn:P.PPLC 27.7 85.32
15 Kathmandu DBpedia db:Settlement 27.7 85.33
16 Kathmandu FreeBase fb:location.citytown 27.7 85.37
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• Each sources uses different 
entity types or no types

• e.g., Settlement, 
AdministrativeRegion, Park, 
Country, Island

• Type harmonization using 
background knowledge

• Remove links for incompatible types
• BodyOfWater != Settlement

HOLISTIC CLUSTERING (1): TYPE HARMONIZATION
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HOLISTIC CLUSTERING (1): CHECK DUPLICATES
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HOLISTIC CLUSTERING (2): CONN. COMPONENTS
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 Two split strategies for cluster refinement
 Type-based grouping: ensure same entity type per cluster
 Similarity-based refinement: eliminate entities with partially low 

intra-cluster similarity 

 Determine cluster representatives with unified properties

HOLISTIC CLUSTERING (3): CLUSTER SPLITS
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• Connected components may contain entities of different types, e.g., 
via intermediate entities without type 

• Create sub-clusters for each type

• Assign entities without type to cluster of best-matching entity

HOLISTIC CLUSTERING (3): TYPE-BASED GROUPING
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 Iterative process to exclude low similarity entities from clusters

 Remove entity with lowest similarity from cluster if below threshold

HOLISTIC CLUSTERING (3): SIMILARITY-BASED SPLIT
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• Iterative merging of similar clusters
• Similarity of cluster representatives above threshold 
• only consider pairs of clusters of the same type and with  entities 

from different sources 

HOLISTIC CLUSTERING (4): CLUSTER MERGE
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HOLISTIC CLUSTERING (4): SAMPLE CLUSTER MERGE
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 Introduction

 Holistic data integration: use cases

 Holistic entity resolution for Linked Data

 Summary

AGENDA
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 Big Data Integration 
 Big Data poses new requirements for data integration (variety, 

volume, velocity, veracity) 
 blocking and parallel matching for improved scalability, e.g. utilizing

Hadoop-based approaches such as Dedoop

 Holistic data integration 
 combined integration of many sources (metadata + instances)
 clustering-based rather than mapping-based approaches 
 utilization of corpora  with datasets, schemas, and mappings 
 construction of and linking to large knowledge graphs 
 many research opportunities 

SUMMARY
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