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Abstract

A comprehensive understanding of heat transport is essential for optimizing
various mechanical and engineering applications, including 3D printing. Recent
advances in machine learning, combined with physics-based models, have enabled
a powerful fusion of numerical methods and data-driven algorithms. This progress
is driven by the availability of limited sensor data in various engineering and
scientific domains, where the cost of data collection and the inaccessibility of
certain measurements are high. To this end, we present PiGRAND, a Physics-
informed graph neural diffusion framework. In order to reduce the computational
complexity of graph learning, an efficient graph construction procedure was devel-
oped. Our approach is inspired by the explicit Euler and implicit Crank-Nicolson
methods for modeling continuous heat transport, leveraging sub-learning models
to secure the accurate diffusion across graph nodes. To enhance computational
performance, our approach is combined with efficient transfer learning. We eval-
uate PiGRAND on thermal images from 3D printing, demonstrating significant
improvements in prediction accuracy and computational performance compared
to traditional graph neural diffusion (GRAND) and physics-informed neural
networks (PINNs). These enhancements are attributed to the incorporation
of physical principles derived from the theoretical study of partial differential
equations (PDEs) into the learning model. The PiGRAND code is open-sourced
on GitHub: https://github.com/bu32loxa/PiGRAND

Keywords: graph neural diffusion, heat transfer, 3D printing, transfer learning, data
transformation
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1 Introduction

Heat transfer or transport plays a crucial role in engineering and natural sciences.
Accurate modeling of heat transport in such processes remains a complex task due to
the highly dynamic and non-linear nature, especially in real-world applications. An
understanding of heat transport in the context of additive manufacturing (AM) is a
key factor in achieving superior production quality. Although traditional techniques,
such as the finite element method (FEM) and the finite volume method (FVM),
offer high accuracy by solving PDEs, they often require significant computational
resources and a considerable amount of preprocessing effort for discretisation. [1–3].
PINNs effectively combine the solution of PDEs with data-driven learning by incor-
porating weighting mechanisms to balance the focus between data and physical laws
during optimization. Furthermore, they facilitate mesh-free solutions [4]. However,
they may exhibit limitations in terms of scalability due to the curse of dimensionality.
This results in high computational costs and slow convergence, which prove an imped-
iment when dealing with data. In recent years, graph neural networks (GNNs) have
emerged as a powerful tool for learning on graph-structured data and have already
shown promise in physical sciences [5, 6]. Specifically, GRAND offers a framework for
modeling processes where information diffuses across nodes over time [7].
We propose PiGRAND, a novel framework that extends GRAND to model con-
tinuous heat transport. This is achieved through the introduction of several key
innovations, with the objectives of accelerating the learning process and improving
accuracy and scalability. In order to establish the foundation for graph learning algo-
rithms and to reduce the computational complexity of graph diffusion operations,
we present an efficient graph construction method for transforming thermal images
into graph-structured data representing physical objects. Furthermore, a novel con-
nectivity model is suggested to more accurately represent the spatial relationships in
high-dimensional data.
This model is employed to ensure accurate diffusion across nodes with different
properties. To improve prediction accuracy, we adopt the concept of PINNs and intro-
duce a series of loss terms based on fundamental physical principles related to heat
transport. In addition, an intelligent dissipation model is introduced to regulate the
energy transfer at the boundaries. The utilisation of transfer learning facilitates the
application of pre-trained models and knowledge derived from related tasks, thereby
reducing the requirement for costly retraining on new data and accelerating the learn-
ing process [8]. To enhance computational performance, we propose the utilisation
of efficient transfer learning. We evaluate PiGRAND on the application of thermal
images generated during 3D printing processes. Our results demonstrate a significant
improvement in prediction accuracy for heat transfer compared to representatives of
traditional GRAND and PINNs. This improvement is largely attributed to our key
innovations, which allow the model to capture the underlying heat transport process
more effectively. The main contributions of our work are as follows:
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• We propose an efficient graph construction method for transforming thermal image
data into graph-structured data.

• We present explicit Euler- and implicit Crank-Nicolson inspired GRAND.

• We extend GRAND by developing two sub-learning models (connectivity and
dissipation) and integrating physical principles of heat transport as regularization
techniques for graph learning.

• We show that computational performance can be improved by the use of efficient
transfer learning.

• We present a comprehensive evaluation demonstrating that our framework is capa-
ble of predicting heat transport in 3D-printing, outperforming traditional GRAND
and PINNs.

The remainder of this paper is organized as follows. In Section 2, we review related
work contributing to graph-based neural diffusion models and their applications to
physical process simulations. In Section 3, we present the detailed methodology of
PiGRAND and its components, including the data transformation, the sub-learning
models and the integration of physical principles as regularization techniques. Section
4 describes our results in the application of 3D printing. Section 5 presents a com-
prehensive evaluation, including the dataset of thermal images, the metrics used for
evaluation and the comparison with GRAND and PINNs. Finally, in Section 6, we
discuss the results and conclude the paper with potential avenues for future research.

2 Related Work

This section reviews prior work most relevant to PiGRAND for heat transport
modeling.

2.1 Heat Transfer Modelling

The field of heat transfer represents one of the most challenging and widely stud-
ied areas within the discipline of computational mechanics. In the context of 3D
printing technologies, the appearance of heat conduction is characterised by nonlin-
ear behaviour and is influenced by a multitude of parameters. Scientific Computing
enables engineers to simulate and predict the behaviour of thermal systems across a
range of scales, from the component level to that of large-scale infrastructure. This
facilitates the design, optimisation and analysis of products and processes. The devel-
opment of numerical approximation methods has a long history, with the most widely
used being the FEM and FVM [9–13].
Mukherjee et al. have demonstrated their effectiveness in modeling heat transfer and
fluid flow for a variety of materials and process parameters, including stainless steel,
titanium, and aluminum alloys [14, 15].
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Extensions of these methods have incorporated multiphysics coupling, meshfree for-
mulations, and particle-based descriptions to improve robustness and accuracy in the
presence of evolving domains and localized heat sources [16–23]. The impact of residual
stresses on the mechanical properties of 3D-printed lattices was investigated by Ahmed
et al. [24]. While these techniques provide detailed physical insight, their computa-
tional cost and limited scalability often restrict their applicability in scenarios requiring
repeated simulations, large-scale parameter studies or near-real-time inference. To
address these challenges, recent work has explored reduced-order and learning-based
surrogate models for thermal prediction in AM. Graph-based and meshfree representa-
tions have gained particular attention, as they naturally encode spatial neighborhoods
and local interactions while avoiding the constraints of structured meshes [25, 26].
Such representations enable flexible discretizations of complex geometries and provide
a foundation for data-driven models that can learn heat propagation patterns directly
from simulation or experimental data. These developments motivate the use of graph-
structured learning frameworks that preserve the locality and physical interpretability
of numerical heat conduction models while significantly reducing computational over-
head. In this context, diffusion-based GNNs offer a promising avenue by aligning
message-passing operations with discretized heat transport dynamics. The present
work builds on this perspective by formulating a PiGRAND model specifically tailored
to thermal modeling in AM.

2.2 Physics-informed Learning

Physics-informed learning has emerged as a powerful tool for incorporating prior phys-
ical knowledge into data-driven models, particularly for systems governed by PDEs.
Raissi et al. introduces PINNs as prominent class of such approaches, which embed
governing equations, boundary conditions and constitutive relations directly into the
loss function. This formulation enables neural networks to approximate solutions to
forward and inverse PDE problems while enforcing physical consistency [4]. Since
their introduction, PINNs have been successfully applied to a variety of heat trans-
fer and fluid flow problems. Wessels group developed the neural particle method for
computational fluid dynamics and employed PINNs for continuum micromechanics
[27, 28]. Several studies have demonstrated the potential of physics-informed learning
for thermal modeling in AM, for example by integrating conductive and convective
heat transfer equations into neural network training objectives or by leveraging mea-
surement data for real-time monitoring and anomaly detection [29–33]. In addition,
a multi-model neural network approach was developed for condition monitoring [34].
Xu et al. employed a transfer learning approach based on PINNs for solving inverse
problems in engineering structures under different loading scenarios [35]. Rasht et
al. employed PINNs to solve acoustic wave propagation and full waveform inversion
problems, demonstrating their meshless flexibility and strong inversion performance
across varying structural complexities. [36]. Hu et al. introduced stochastic dimension
gradient descent, a novel training methodology for scaling PINNs to solve extremely
high-dimensional PDEs efficiently [37]. Guo et al. proposed a data-free predictive sur-
rogate modeling framework, which employs tensor-decomposed convolutional neural
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networks to solve high-dimensional parametric problems without training data, achiev-
ing remarkable computational and memory efficiency on ultra large-scale simulations
[38]. These approaches highlight the value of incorporating physical constraints to
improve generalization under limited data and to reduce reliance on purely data-driven
learning. In the present work, we build on the conceptual foundations of physics-
informed learning while addressing its scalability limitations through a GRAND
formulation that integrates physical regularization in a structurally consistent and
computationally efficient manner.

2.3 Differential-Equation-inspired Neural Architectures

Differential-equation–inspired neural architectures have emerged as an effective means
of introducing physical structure and interpretability into deep learning models.
Rather than treating neural networks as static input–output mappings, this paradigm
views learning as the evolution of a dynamical system, where network depth corre-
sponds to time discretization and layer updates mirror numerical integration schemes
for ordinary or PDEs. This perspective provides a principled foundation for improving
stability, robustness and generalization in deep models. Weinan established a for-
mal connection between residual neural networks and forward Euler discretizations
of dynamical systems, motivating the design of architectures inspired by classical
time-integration methods [39, 40]. Shen et al. extended this idea by incorporating a
backward Euler formulations as implicit scheme, to enhance stability and allow for
deeper networks without degradation[41]. He et al. employed the use of ODE-inspired
network design for single image super-resolution. The authors propose several net-
work architectures based on Runge-Kutta methods [42]. Similar principles have also
been adopted in ODE and PDE-inspired architectures, where the structure of motion,
diffusion, transport or reaction equations informs the design of convolutional and
recurrent neural networks [43–47]. Khoshsirat and Kambhamettu developed an ODE
transformer network [48]. A key advantage of differential-equation–inspired models is
their ability to encode inductive biases that align learning dynamics with known phys-
ical processes. By borrowing concepts such as stability conditions, consistency and
discretization error from numerical analysis, these architectures offer greater inter-
pretability and improved training behavior compared to purely data-driven designs.
This is particularly relevant for physical systems characterized by diffusive dynamics,
where information propagation is inherently local and governed by conservation prin-
ciples.
These ideas form the conceptual basis for diffusion-based learning on graphs, in which
message passing can be interpreted as a discrete approximation of continuous dif-
fusion processes over irregular domains. By extending differential-equation–inspired
architectures to graph-structured data, GRAND models provide a natural and physi-
cally meaningful framework for modeling heat transport in complex geometries. The
present work leverages this foundation by adopting both explicit and implicit diffu-
sion schemes within a graph neural network to achieve stable and scalable thermal
predictions.
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2.4 Graph Neural Networks

GNNs are designed to operate on graph-structured data, where entities are represented
as nodes and interactions are encoded through edges. Unlike traditional neural net-
works that work with grid-like data such as images or sequences, GNNs are tailored
to capture the complex, non-Euclidean structures found in social networks, molecu-
lar graphs and knowledge graphs [49–53]. This formulation is particularly well suited
for physical systems, as graphs naturally reflect spatial discretizations, neighborhood
interactions and irregular geometries commonly encountered in scientific and engineer-
ing applications. By aggregating information from local neighborhoods, GNNs enable
the modeling of complex dependencies that are difficult to capture with grid-based
architectures. In recent years, GNNs have been increasingly applied to physics-based
problems, including particle interactions, fluid dynamics and surrogate modeling of
PDEs. Schlomi et al. employed a range of applications of GNNs within the con-
text of particle physics [54]. In these contexts, message-passing mechanisms can be
interpreted as localized information exchange analogous to numerical stencils, making
GNNs a flexible alternative to traditional mesh-based solvers. Gao et al. developed a
novel discrete PINN framework based on graph convolutional network and variational
structure of PDEs to solve forward and inverse PDEs [55]. Despite their flexibil-
ity, conventional GNN architectures typically rely on fixed message-passing rules and
shallow propagation depths, which can limit their ability to represent continuous diffu-
sion processes over extended spatial or temporal scales. In physical systems governed
by heat transport, this can lead to oversmoothing, numerical instability or insuffi-
cient representation of long-range thermal interactions. These limitations highlight the
need for graph-based models that explicitly incorporate diffusion dynamics into their
architectural design.

2.5 Graph Neural Diffusion

Chamberlain et al. introduces GRAND models extending standard GNNs by inter-
preting message passing as a discretized diffusion process on a graph. This perspective
establishes a direct connection between graph learning and the numerical solution
of PDEs, enabling the systematic design of stable and interpretable architectures.
Atwood and Towsley introduced diffusion-based graph convolutions, while more recent
approaches have formalized GNNs as explicit or implicit time discretizations of an
underlying diffusion equation [56]. A key contribution of diffusion-based graph mod-
els is their ability to mitigate common challenges in deep graph learning, such as
oversmoothing and vanishing gradients, by leveraging well-established numerical inte-
gration schemes. Explicit formulations offer computational efficiency and simplicity,
whereas implicit schemes provide improved stability and allow for deeper propagation
without loss of expressive power [7]. These properties have led to strong performance
across a range of graph learning benchmarks and have enabled applications in domains
such as climate modeling and environmental prediction [57, 58]. Building on this
foundation, Thorpe et al. have incorporated source terms and nonlinear dynamics
to further enhance expressiveness [59]. However, existing GRAND models are largely
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developed and evaluated on benchmark datasets, missing the integration of domain-
specific physical constraints. In contrast, the present work introduces PiGRAND, a
physics-informed graph neural diffusion framework tailored to heat transport mod-
eling in AM. By embedding physically motivated regularization terms derived from
heat conduction theory and introducing sub-learning models for connectivity and dis-
sipation, PiGRAND extends diffusion-based graph learning. This work represents a
significant extension of the ideas initially set forth in [60]. The conference paper intro-
duces the explicit inspired GRAND model but lacks any evaluation and only provides
preliminary results. In contrast, the proposed work significantly extends the findings
by presenting the implicit Crank-Nicolson-inspired GRAND model, incorporating a
transfer learning strategy based on a foundation model to predict heat transport on
other components based on different material with much greater efficiency. Addition-
ally, it offers a comprehensive evaluation of the results, demonstrating the advantages
compared to PINNs and traditional GRAND. The initial model from [60], was also
used in further work to generate temperature features as part of a multimodal graph
transformer approach [61].

3 Methodology

Our proposed framework features a graph construction method that transforms ther-
mal data into graph-structured data, and our PiGRAND model. The theoretical
background of these methods is given below.

3.1 Data Transformation

A graph G = (V,E) is a data structure consisting of a set of vertices V = {1, . . . , N}
and a set of edges E ⊆ V ×V . If the graph is embedded in Euclidean space, i.e. there is
a map ι : V → Rn, the Euclidean distance of vertex positions ι(i) ∈ Rn, i = 1, . . . , N
gives rise to a distance function on V . As a shorthand notation, we write vi := ι(i).
We consider physical objects and therefore always have n = 3. An arbitrary spatial
structure in R3 can be approximated using a simplicial 3-complex. For each layer in a
printing job, the objective is to represent the partial object printed up to the respective
layer by a simplicial complex, such that a) the shape of the complex closely resembles
the shape of the part, and b) the dynamics of the heat distribution in the part can be
modeled by a diffusion process on the underlying graph, i.e. the graph whose vertices
and edges are given by the 0- and 1-simplices in the complex. Thermal images of the
surface are taken periodically during the printing process, allowing for detecting the
shape of each layer by taking an empirical threshold. Stacking this information for all
layers, we obtain a 3-dimensional set of pixels, representing the shape of the object.

3.1.1 Graph Construction from Thermal Images

For a detailed description of the underlying sensor data and thermal images, see [32].
We associate the pixels of a thermal image with points on a plane in R3, that is
parallel to the (x, y)-plane and contains the current layer of the printing job. A point
is assumed to be part of the printed object, if the temperature value of the associated
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pixel is above an empirical threshold. If this is the case, the point is added to a point
cloud in R3, by attaching a third component to the pixel coordinates, encoding the
vertical position of the layer. The empirical threshold is set to 423.15 Kelvin, which
is approximately the temperature of the built plate and the unmelted metal powder.
In order to build the simplicial complex, a representative subset needs to be selected
from the composite point cloud. To this end, we make use of the pruning method
described in [62], which is based on iteratively removing the point with the highest
scale-invariant density (SID). Since our point cloud is a set in R3 instead of a plane,

S1: Point Cloud S2: Pruning S3: Delaunay Triangulation

S4: Alpha ShapeS5: Simplicial 3-Complex

Fig. 1 Graph Construction Algorithm - Step 1: Generating point cloud, Step 2: Pruning
method, Step 3: Delaunay triangulation, Step 4: Alpha shape, Step 5: Simplicial 3-complex.

we adapt the SID, by replacing the r-density with the 3-dimensional analogue

dr(vi) =
#{∥vj − vi∥2 < r : 1 ≤ j ≤ N, i ̸= j}

4
3πr

3
, (1)

which is the number of data points in the r-ball around vi, divided by the volume of
the ball. The scale-invariant density is defined as the integral over all r-densities:

d(vi) =

∫ ∞

0

dr(vi)dr (2)
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and by a similar calculation as in [62], we see that:

d(vi) =
(8
3
π
)−1∑

j ̸=i

∥∥vi − vj
∥∥−2

2
. (3)

In each step, the point with the highest spatial redundancy (measured by the SID) is
removed. The resulting subset is relatively homogeneously distributed over the interior
of the point cloud, but contains many boundary points, as their surrounding is partially
void, resulting in a lower SID. This is desirable, as the boundary points define the
shape of the printed object. For building the graphs representing the partially printed
object, we iterate over the number of layers n, ranging from 1 to the total number M
of layers in the printing job. For each n, the pruned set of points from the previous
step is considered together with the points from the n-th layer.
We restrict pruning to points from the top k layers (k ≪M), thus the representation
for the first n − k layers is inherited. A simplicial complex is constructed from the
set of pruned points, using Delaunay triangulation [63]. The printed part must not
necessarily be convex, but the shape produced by the Delaunay triangulation always
is. To extract only the simplices that are within the boundary of the printed part,
we use an alpha shape [64] to determine the hull of the point cloud. Removing the
simplices that are not encased by the alpha shape, we end up with a simplicial 3-
complex that resembles the shape of our printed object (see Fig. 1). The vertices and
edges of this complex are used to define a graph. Moreover, the option exists to bypass
the pruning method when creating a simplicial complex based on the original point
cloud. However, there would be a trade-off in terms of computational complexity.
The vertices are categorized based on spatial position:

1. vertices in the lowest layer are assigned to the bottom boundary class
2. vertices in the surface layer are assigned to the top boundary class
3. vertices that are part of a surface of the alpha shape, but neither in the top- nor

bottom boundary are assigned to the side boundary class
4. vertices that are not part of either of these classes are assigned to the interior class

Ci = C(vi) denotes the class of the vertex vi, i = 1, . . . N .

3.2 Numerical Models for the Graph Diffusion Process

Formally, the heat equation, which describes the heat diffusion process in a homoge-
neous body and the initial-boundary value problem is given by

∂

∂t
T (x, t) = α∆T (x, t), x ∈ Ω, t ∈ [0, T ] (4)

T (x, t0) = T0, x ∈ Ω (5)

∂

∂n
T (x, t) = TB, x ∈ Ω, t ∈ [0, T ] (6)
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where ∂
∂t is the derivative w.r.t. time, α is a conductivity parameter and ∆ is the

Laplace operator in the spatial domain. For computational modeling of the heat trans-
fer process, we must discretise Eq. (4) both in space and in time. In the context of a
diffusion process on an object that is represented by a graph, the natural replacement
for the Laplacian operator is the graph Laplacian matrix L, which is defined as

L := D −A (7)

where A is the adjacency matrix containing the edge weights for pairs of vertices in a
fixed enumeration, and D is the degree matrix, i.e. the diagonal matrix whose entries
are the sum of the weights of adjacent edges for each vertex.
Regarding the time derivative, the practical replacement is found by considering dif-
ference quotients instead of the differential. To this end, the time domain

[
0, T

]
is

subdivided into small intervals of some length δt ≪ T , and the discrete evaluation
points are chosen as tn = n δt, n = 0, 1, . . . , T/δt. When approximating the time
derivative at a lattice point tn, one must decide between selecting the difference quo-
tient w.r.t. the previous or w.r.t. the subsequent lattice point. Depending on this
decision, the approximation of the heat transfer process is either described by an
explicit scheme motivated by the Taylor series for a solution of the homogeneous heat
equation Eq. (4):

T (x, t+ δt) =
∞∑
j=0

1

j!

((
∂

∂x

)j
T

)(
x, t
)
(δt)j (8)

= T (x, t) +
∞∑
j=1

1

j!

((
∂

∂x

)j
T

)(
x, t
)
(δt)j (9)

Note that for a solution of the homogeneous heat equation, its derivative w.r.t. t is
again a solution of the heat equation, since 0 = ∂

∂t

(
Ṫ − α∆T

)
= T̈ − α∆Ṫ . Hence,

we can replace
(
∂
∂x

)j
by (α∆)j in the Taylor series. Approximating α∆ by L(T ), we

obtain:

T (x, t+ δt) ≈ T (x, t) +
∞∑
j=1

1

j!

(
L(T )jT

) (
x, t
)
(δt)j (10)

As can be seen, using only the first two terms of the Taylor series:

Tn+1 − Tn
δt

= LTn (11)

⇐⇒ Tn+1 = Tn + δtLTn (12)

for the forward step (evaluated at time-step n), or an implicit scheme

Tn+1 − Tn
δt

= LTn+1 (13)
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⇐⇒
(
Id− δtL

)
Tn+1 = Tn (14)

⇐⇒ Tn+1 =
(
Id− δtL

)−1
Tn (15)

when choosing the backward step (evaluated at time-step n+ 1) and introducing the
identity matrix Id. These methods for solving PDEs numerically are known as the
forward- and the backward Euler method. The LHS in Eq. (11) and Eq. (13) can be
interpreted as an estimate for the derivative at the midpoint between times tn and
tn+1. On the other hand, the RHSs are the Laplacians at the times tn and tn+1. A
third scheme can be obtained by combining the two previous schemes, taking the mean
of the Laplacian at tn and at tn+1, in order to estimate the Laplacian at the midpoint,

Tn+1 − Tn
δt

=
1

2

(
LTn + LTn+1

)
(16)

⇐⇒
(
Id− 1

2
δtL
)
Tn+1 =

(
Id +

1

2
δtL
)
Tn. (17)

⇐⇒ Tn+1 =
(
Id− 1

2
δtL
)−1(

Id +
1

2
δtL
)
Tn. . (18)

This is known as the Crank-Nicolson scheme. Since L has non-positive spectrum,(
Id− δtL

)−1
and

(
Id− (δt/2)L

)−1
exist ∀ δt > 0, and thus the implicit step and the

Crank-Nicolson step both have a unique solution. The explicit method is efficient to
compute (note that L is sparse and the number of neighbours of a node in a mesh is
constant for different sizes of the mesh, so the cost of Eq. (12) is linear in the number
of nodes), but it requires choosing a small step size δt of the order (δx)2, otherwise
the numerical solutions may explode [65]. In contrast, the implicit scheme and the
Crank-Nicolson scheme are numerically stable for any choice of step size.

3.3 Neural Diffusion Models on Graphs

The utilisation of numerical mathematics is fundamental to the creation of graph learn-
ing models that are capable of discretising and approximately solving the continuous
heat equation. Due to non-equidistant vertices in the graph, inhomogeneous conduc-
tivity depending on the temperature and a random laser trajectory in the 3D printing
process, it is practically impossible to determine the correct parameters and bound-
ary conditions for modeling the heat transport process purely numerically. Instead we
propose a more complex model to predict the heat transfer, incorporating real mea-
surement data as well as known properties of diffusion processes. Revisiting Eq. (4),
we introduce a local state-dependence to α, and an additional dissipation term Q, to
account for heat loss at the boundary:

Ṫ (x, t) = α
(
T (x, t)

)
∆T (x, t)−Q

(
x, T (x, t)

)
(19)

For a discrete approximation of the heat process on a graph, we consider the explicit
scheme Eq. (12) and the Crank-Nicolson scheme Eq. (18), and extend both by intro-
ducing the dissipation term Q on the RHS, which depends on the temperature state
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Tn. Furthermore, in the neural diffusion model, we allow for temperature-dependent
conductivity, which implies that the graph Laplacian L is a function of the temper-
ature state. We build these functional dependencies, such that only the local graph
structure and local temperature values influence the respective entries of L and Q.
For a single vertex vi, we assert that the local information is given by the tempera-
ture Tn(vi), the vertex class C(vi) and the scale invariant density d(vi). For an edge
between two adjacent vertices vi, vj , we define the local information as the vertex dis-
tance ϱij = ∥vi−vj∥2, together with the local information for each of the two vertices.
The graph Laplacian is then constructed as given by Eq. (7), but the adjacency matrix

A =
(
aij
)
i,j=1,...,N

is replaced by a state-dependent adjacency Â, defined as

Â =

{
0, aij = 0,

cij , aij ̸= 0
, (20)

where the non-zero entries cij of Â are estimated by a learnable function

cij(Tn) = φ
(
ϱij , Tn(vi), Tn(vj), C(vi), C(vj), d(vi), d(vj)

)
(21)

which is realised by a single-hidden-layer neural network of width 256. Finally, for
assembling the Laplacian, the degree matrix D of A is replaced accordingly by D̂
which is computed w.r.t. to Â, such that we obtain the state dependent Laplacian
L̂(Tn) := D̂(Tn)− Â(Tn).
In a similar fashion, the i-th entry of the dissipation vector Q(Tn) =

(
Qi(Tn)

)
i
should

only depend on the local properties of vi, i.e. Tn(vi), C(vi), d(vi). This motivates
modelling Qi(Tn) by a function

Qi(Tn) = ψ
(
Tn(vi), C(vi), d(vi)

)
(22)

which again is implemented as a single-hidden-layer network of width 256.
Thus, in the explicit neural heat model, the diffusion process is computed recursively
by the model equation

Tn+1(Tn) = Tn + δt L̂(Tn)Tn − δtQ(Tn) (23)

and in the neural heat model based on the Crank-Nicolson method, the adapted model
equation is given by

Tn+1(Tn) =
(
Id− 1

2
δt L̂(Tn)

)−1(
Id +

1

2
δt L̂(Tn)

)
Tn − δtQ(Tn). (24)

These models contain the trainable submodels φ and ψ determining L̂ and Q.

Training this kind of model presents several obstacles. We identify the following
challenges:
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1. Using the model to predict changes in surface temperature requires knowing the
initial state T0 for all vertices, including those that cannot be observed. The
limited observability of vertices likely leads to an underdetermined optimization
problem, which raises doubts about the model’s ability to accurately represent the
internal heat state.

2. The recursive nature of the model, without the possibility to correct the interme-
diate temperature state due to limited information, facilitates the compounding of
errors and hinders the training process.

3. The local character of the model, where in each step only the state in the direct
neighbourhood affects the temperature change at a vertex, leads to vanishing
gradients for the temperature values at vertices that are not in proximity to the
surface layer.

To address these issues, we deviate from the standard data-driven training process
for machine learning models in the following manner:

• To overcome the problem of the unknown initial states, we start at the first
layer, where the complete state can be observed. We train the diffusion
model on the initial layer, until an acceptable accuracy is achieved. Then, we
use the obtained model to predict the diffusion process for the now hidden
vertices in the first layer, until the start of the printing process for the sec-
ond layer. Now, we use the predicted internal state as the hidden state for
predictions on the second layer, and update the hidden temperature values
for each time step, according to the model prediction. Again, we train the
model on the first and second layer, until acceptable precision is reached,
before starting to train the model on the third layer. This method of grad-
ually increasing the number of layers helps us obtaining consistent internal
states, which are the foundation for precise model predictions.

• Besides the standard loss function that compares the model prediction to
the observed data, we introduce additional regularizing loss functions, based
on physical and mathematical information about the diffusion process. Mod-
els that incorporate equations describing physical systems as regularization
functions in the training of neural networks are known as PINNs. This
approach restricts our model by introducing an additional loss to dynamics
that are inconsistent with real diffusion processes.

• In order to introduce a dependency between vertices with larger distance in
the graph, we must increase the discrete time horizon in each training step.
To this end, we subdivide each time step in our training data into multiple
steps for the numerical approximation. Then, if one training step consists of

13



k steps of the numerical approximation, paths of length up to k are consid-
ered in the training process and therefore vertices in the lower part of the
graph can influence the state at the surface.

3.4 Regularizing Loss Functions

We discuss in detail the derivation of the previously mentioned regularizing loss func-
tions.
For the connectivity model φ, it is known from the discretization of the continuous
Laplacian, that the connectivity of two adjacent vertices should be proportional to
the inverse square of their distance, ϱ−2

ij . Assuming φ(ϱij) = τϱ−2
ij (keeping all other

parameters constant), it follows φ′(ϱij) = −2τϱ−3
ij , and thus

φ′(ϱij)
φ(ϱij)

= −2ϱ−1
ij , which

is independent of the scale τ . Therefore, the first regularizing loss term is given by:

Lφ =
∑
i,j:i∼j

(
φ′(ϱij)

φ(ϱij)
−
(
− 2ϱ−1

ij

))2

(25)

Lφ =
∑
i,j:i∼j

(
φ(ϱij)−

1

ϱ2ij

)2

(26)

which ensures consistency of the edge weights with the distances of the connected
vertices. Furthermore, dissipation can only occur at the boundary, so ψ = 0 is required
for interior points, motivating the loss:

Lψ =
∑

i: C(vi)=int.

ψ(Tn(vi), C(vi), d(vi))
2 (27)

Using knowledge from the theoretical study of PDEs, it is also possible to make state-
ments about the temporal evolution of the heat state. First, the total thermal energy
in the body can only change because of heat transfer at the boundary, which in the

discrete model has the equivalent
∑
i Tn+1(vi) =

∑
i

(
Tn(vi)−Qn(vi)

)
. Therefore, we

propose the loss function

Lheat =

(∑
i

(
Tn+1(vi)− Tn(vi) +Qn(vi)

))2

. (28)

Another well known property of the evolution of heat distribution is the maximum
principle (see for example [66], §2.3.). For our purpose, it suggests that the temperature
at a vertex is within the range given by the minimum and maximum over its previous
temperature and the temperatures of connected vertices. This is expressed by the
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regularizing loss terms:

Lmax =
∑
i

max
(
0, Tn+1(vi)−max(M)

)2
(29)

Lmin =
∑
i

max
(
0,min(M)− Tn+1(vi)

)2
(30)

M =
{
Tn(vi); Tn+1(vj), vj ∼ vi

}
Furthermore, a potential energy for the heat distribution can be defined by

E(T, t) =

∫
U

(
T (x, t)− T (t)

)2
dx (31)

For the time-differential of this energy, one can compute:

Ė(T, t) =2

∫
U

(
T (x, t)− T (t)

)
Ṫ (x, t)dx

=2α

∫
U

(
T (x, t)− T (t)

)
∆T (x, t)dx

=2α

(∫
∂U

(
T (x, t)− T (t)

)(
∇T (x, t) · ν

)
dS︸ ︷︷ ︸

energy loss from dissipation

−
∫
U

|∇T (x, t)|2dx︸ ︷︷ ︸
≥0

)
(32)

Assuming dissipation is relatively small, it should roughly hold that Ė ≤ 0, so
E(Tn+1) ≤ E(Tn). Thus, we introduce another loss term:

Lenergy = max
(
0, Ê(Tn+1)− Ê(Tn)

)
(33)

where

Ê(Tn) =
1

N

∑
i

(
Tn(vi)− Tn

)2
with Tn =

1

N

∑
i

Tn(vi) (34)

is the discrete approximation of the potential energy.
For training the model, the regularizing loss functions Lφ,Lψ,Lheat,Lmin,Lmax, and
Lenergy, as well as the prediction loss

Ldata =
∑

i: Ci=top

(
Tn+1(vi)− T

(data)
n+1 (vi)

)2
(35)

are added using appropriate weights, and the descent algorithm seeks to find a min-
imum for the sum, i.e. a model state that fits the data without violating known
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Data loss

Mathematical conclusions

Physical principles

Fig. 2 Flowchart - Graph construction and physics-informed graph neural diffusion

properties of heat diffusion. This restricts the admissible set of solutions, thus mitigat-
ing the problem of underdetermination, and the regularizing loss functions also regard
vertices that are disconnected from the surface and therefore not captured by Ldata.
A flowchart of the complete framework, including graph construction and PiGRAND,
can be found in Fig. 2.

Fig. 3 Geometry of Printed Objects - Photographs of high quality components, strongly
deformed component P9 and CAD models
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P h0[mm] α [°] l1[mm] l0[mm] h1[mm] Material
4 10 70 20 6.7 18.27 Stainless Steel
7 10 70 25 8.3 22.94 Stainless Steel
9 10 50 25 8.3 9.95 Stainless Steel
7M 10 70 25 8.3 22.94 Nickel-based Alloy

Table 1 Comparison of the measures of the 3D-printed objects P4, P7, P9
and P7M

4 Results in the Application of Powder Bed Fusion

The following section presents the results of PiGRAND and offers a comprehensive
evaluation utilising a range of metrics. This analysis is designed to assess the per-
formance, accuracy and overall effectiveness of the proposed method. Additionally,
comparisons with state-of-the-art methods will be provided to highlight the relative
strengths and potential areas for improvement in PiGRAND. This evaluation will pro-
vide insights into the robustness, scalability and practical applicability of the model
across different datasets and scenarios. These include three printed stainless steel pyra-
mids: two of good quality and one of poor quality and one of good quality made from
a nickel-based alloy (see Fig. 3 and Table 1).

4.1 Heat Transfer Prediction based on Thermal Images

In order to predict heat transfer in PBF, the proposed model was trained for a total
of 4500 iterations across 500 print layers, based on the constructed graph framework.
The time steps used are measured from the beginning of the current layer to the end.
The discrete heat state predictions depend on the number of thermal images, which are
generated at a frequency of 3 Hz. This means that one predictive timestep corresponds
to 1

3 s. The time required to print each layer varies due to the increasing surface area as
the component builds up. To enhance the discrete time resolution in each training step,
we subdivide each timestep in our training data into four smaller steps for numerical
approximation. This allows vertices in the lower part of the graph to influence the state
at the surface. The initial state Eq. (5) is taken from the first layer of the pyramid (with
previous layers acting as supporting material), where the complete state is observable.
This approach addresses the problem of unknown initial states. For each subsequent
layer, the last predicted temperature state of the previous layer serves as the hidden
initial state. The heat flux applied by the laser, modeled as boundary condition on
the top surface, is represented by the Gaussian model q = Ie−dη, where I is the
intensity, d is the distance, and η is the decay factor. Both I and η are data-driven
parameters fitted during training. Due to the random nature of the laser trajectory, a
laser detection method is employed. The Neumann boundary conditions Eq. (6), which
describe radiation, are approximated using our dissipation model. The constructed
graph is illustrated in Fig. 4. The temporal graph illustrates the necessary steps of the
graph construction process (point cloud, simplicial complex and alpha shape) for print
layers 100, 250 and 500. In particular, the graph undergoes substantial modifications
with the addition of each layer. It is imperative to consider these changes in order
to accurately capture the transient heat flow that occurs during the layer-by-layer
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Fig. 4 Temporal-Spatial Graph - graph model development for layer 100, 250, 500 (rows). Left
column: point cloud, middle column: Simplicial Complex, right column: Alpha Shape

construction in PBF. The optimisation was conducted using the ADAM optimiser.
A learning rate of η = 1 × 10−5 was employed, along with decay rates of β1 = 0.5
and β2 = 0.99, which estimate the first and second moments of the gradient to a
lesser extent than is typical. The data-driven model is based on the implicit Crank-
Nicolson method. Fig. 5 provides heat transfer snapshots at key stages of the printing
process, specifically at print layers 100, 250, 350 and 500. This provides insight into
how the model evolves to track the heat transfer dynamics at different stages. In this
way, an insight can be gained into the way in which the model adapts to the ongoing
thermal processes within the PBF environment. PiGRAND provides an intuitive visual
representation of the heat transfer modeling throughout the printing process, allowing
a deeper understanding of the temporal heat distribution and the influence of the
increasing number of layers.
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Fig. 5 4D-Heat Transport Prediction - Heat transport evolution for layer 100, 250, 350, 500. As
time progresses, the component’s temperature increases, reaching a maximum at the upper portion
and subsequently declining towards the base.

5 Evaluation

In this section, we conduct a comprehensive evaluation of the proposed method, focus-
ing on prediction accuracy, performance and influence of our proposed regularization
techniques.

5.1 Print Layer Prediction Top Surface

To evaluate the predictive accuracy of PiGRAND, a comprehensive comparative anal-
ysis was conducted between the observed heat state and the predicted heat state for
print layer 232. These results were benchmarked against those obtained using a PINN
[32] and traditional GRAND. Notably, GRAND predictions were based solely on the
prediction loss Eq. (35) without any regularization, thereby providing a baseline for
comparison (see Fig. 6). In addition to the prediction of the top surface t = 7s, the
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Fig. 6 Heat Transport Prediction and Error Plots – A comparison of the heat transport
prediction for print layer 232 (t = 7s) with a PINN, GRAND, PiGRAND and the real measurement
data.
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Fig. 7 Relative Error - Comparison of ϵr between GRAND, PiGRAND and PINN over the entire
printing layer 232 for each timepoint.
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PINN GRAND PiGRAND
1

NT

PNT

k=0 ϵr 0.041 0.003 0.001

Table 2 Comparison of the mean value of ϵr

between PINN, GRAND and PiGRAND, where NT

is the number of time points during printing layer 232.

absolute error can be seen:

ϵabs = |(T21(vi)− T
(data)
21 (vi)| i ∈ top (36)

In order to evaluate the whole printing layer for all three models, we propose the
relative error:

ϵr =

√
1
N

∑
i: Ci=top

(
Tn+1(vi)− T

(data)
n+1 (vi)

)2
1
N

∑
i: Ci=top

(
T

(data)
n+1 (vi)− 1

N

∑
i T

(data)
n+1 (vi)

)2 (37)

The analysis included all predicted time points during the printing of layer 232,
showcasing the capability of PiGRAND to accurately capture both spatial and tempo-
ral heat dynamics. The comparative results highlight PiGRAND’s superior ability to
handle complex heat transfer processes, demonstrating more robust and precise pre-
dictions compared to the PINN and GRAND approaches (see Fig. 7 and the mean in
Table 2). Fig. 7 illustrates the temporal evolution of the relative error ϵr for GRAND,
PiGRAND and PINN. The results demonstrate a clear advantage of PiGRAND in
terms of predictive accuracy and temporal stability. While GRAND exhibits periodic
spikes in error associated with local transient phenomena, PiGRAND significantly
reduces both the magnitude and frequency of these spikes. It maintains a consistently
lower error throughout the simulation highlighting its enhanced robustness and gen-
eralization. PINNs, in contrast, exhibit higher and more stable error levels, indicating
reduced sensitivity to temporal transients but also a lower overall accuracy.

5.2 Explicit Euler vs Implicit Crank-Nicolson

We compare the predictions of our two proposed GRAND models, inspired by the
explicit Euler and the implicit Crank-Nicolson methods. It is well established in numer-
ical analysis that implicit solvers for PDEs offer significant advantages in stability,
particularly for stiff problems. However, this comes at the cost of increased computa-
tional effort. To assess the accuracy of both approaches, we employ the relative error
Eq. (37) between the data and the prediction on the top surfaces and the sum of
Eq. (31), Eq. (29), Eq. (33) and Eq. (28):

L̂Energy = Lenergy + Lheat + Lmin + Lmax (38)

Furthermore, to consider relevant simulation outcomes in PBF for process design, we
propose analyzing the maximum temperatures of each predicted heat state. These
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for 500 print layers. Left bottom: Max temperatures for print layers 3, 4, 5.

1
NL

PNL

k=0 ϵr
1

NL

PNL

k=0 L̂Energy

Euler 0.010 24.473
Crank-Nicolson 0.006 23.449

Table 3 Comparison of the mean of ϵr and LEnergy

between Euler and Crank-Nicolson inspired Graph
Neural Diffusion, where NL is the number of print layers.

maximum temperatures provide critical insights into the thermal behavior and are
pivotal for optimizing the printing process and ensuring component quality. Fig. 8
illustrates the accuracy of the predictions made by the Euler-inspired and Crank-
Nicolson-inspired GRAND models. The Crank-Nicolson-inspired network consistently
outperforms the Euler-inspired approach in terms of predictive accuracy, as evidenced
in Table 3. This superior performance can be attributed to the enhanced stability and
numerical robustness inherent to the Crank-Nicolson method. The energy loss L̂Energy
values reported in Table 3 and Fig. 8 are indeed higher than the relative error, but
this is expected due to the way the loss is structured. The total energy loss L̂Energy is
a composite loss that includes multiple terms. These terms capture different aspects
of the thermal field, such as conservation of energy, heating dynamics and extreme
temperatures. Since the loss accumulates several components, its absolute scale is
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regularization weight Ldata Lφ Lψ Lenergy

high 1.085 1.134 0.375 0.000
all normal 1.128 1.211 0.175 0.076

low 1.111 1.206 0.231 0.588
high 1.107 1.205 0.238 0.367

Lφ, Lψ, Lheat normal 1.109 1.205 0.238 0.335
low 1.108 1.205 0.269 0.667
high 1.100 1.319 0.251 0.000

Lmin, Lmax, Lenergy normal 1.140 1.211 0.223 0.418
low 1.135 1.207 0.274 1.389
none 1.133 1.206 0.313 1.593

Table 4 Model fit for the foundation model using different sets of
weighted regularization functions for training. ’High weights’ uses a
factor of 10 for the regularization terms in the total loss function, ’low
weights’ uses a factor of 0.1.

naturally larger than individual metrics like the relative error ϵr. Importantly, the loss
shows a consistent convergence trend across print layers and the models prediction
remain physically plausible and accurate. Based on these findings, we adopt the Crank-
Nicolson-inspired approach for all subsequent evaluations.

5.3 Regularization

A comprehensive study on the influence of incorporating the proposed physical prin-
ciples and mathematical constraints into the loss function is presented in Table 4
and Table 5, for the models of P7 and P4, respectively. We investigate four training
configurations:

• All regularization losses are included: Ldata, Lφ, Lψ, Lenergy, Lheat, Lmin and Lmax.
• Only mathematically derived constraints are used: Lφ, Lψ, and Lheat.
• Only physics-based constraints are used: Lmin, Lmax and Lenergy.
• No regularization only data fitting via Ldata.

Each trained model is evaluated based on four loss components: Ldata, Lφ, Lψ, and
Lenergy. To assess the sensitivity of the model to regularization strength, we define
three weighting levels for the regularization losses relative to the data loss: high (10×),
normal (1×) and low (0.1×). These weights are chosen heuristically and calibrated
through preliminary convergence experiments to reflect varying emphasis on physi-
cal consistency during training. To systematically explore the role of regularization,
an ablation study is conducted across the three weighting scenarios. As shown in
Table 4 and Table 5, increasing the weight of the physics-based loss terms generally
leads to a reduction in Lenergy, reflecting improved physical consistency. Notably, this
improvement is achieved without significantly compromising the data fit, as indicated
by stable values for Ldata. To ensure a balanced contribution of all loss terms to the
overall objective, each individual loss is normalized during training, accounting for
potential differences in magnitude. For the fit of the foundation model (see Table 4),
assigning high weights to all regularization losses yields the best overall results. In
particular, optimal performance is achieved for Ldata, Lφ, and Lenergy. In contrast,
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regularization weight Ldata Lφ Lψ Lenergy

high 1.067 1.021 0.133 0.000
all normal 1.065 0.979 0.127 0.008

low 1.063 0.981 0.114 0.291
high 1.063 0.979 0.112 0.029

Lφ, Lψ, Lheat normal 1.063 0.979 0.108 0.024
low 1.063 0.981 0.104 0.283
high 1.077 1.010 0.101 0.000

Lmin, Lmax, Lenergy normal 1.064 0.985 0.102 0.955
low 1.062 0.985 0.111 1.490
none 1.062 0.986 0.118 1.556

Table 5 Model fit for P4 using different sets of weighted regularization
functions for training. ’High weights’ uses a factor of 10 for the
regularization terms in the total loss function, ’low weights’ uses a factor
of 0.1.

a GRAND model trained without any regularization performs poorly across all four
metrics, especially with regard to Lenergy. It is important to note that the impact
of individual losses such as Ldata, Lφ, and Lψ is relatively minor. This supports the
view that GRAND is effective in data assimilation, but lacks the capability to predict
the temperature distribution within the component, particularly in regions where no
sensor data is available. A similar observation can be made in the study for the fit
of P4 (see Table 5). Unlike the foundation model, a clear trade-off between Lenergy

and Ldata is evident. The best data loss is achieved without any regularization, but
this leads to the worst performance in energy consistency. Thus, GRAND without
regularization is not suitable when physical law violations are critical. From both
experiments, we conclude that , training with all regularization terms delivers the
most balanced performance. However, training with only physical principles (exclud-
ing Lφ,Lψ,Lheat) also provides good results, especially for reducing energy violations
without turning the training into a highly multi-objective problem. In summary, while
traditional GRAND is capable of learning surface-level heat transfer patterns, it fails
to generalize to the internal temperature distribution of the component, particularly
in sensor-sparse areas. Our proposed use of physical principles as regularizers offers
a significant benefit in prediction accuracy and physical consistency. The final solu-
tion consists of a hybrid digital twin, capable of digitally replicating both the physical
structure of the printed component and the dynamic heat transfer process occurring
within it.

5.4 Inference and Transfer Learning based on Foundation
Model

To reduce computational effort, we propose an efficient transfer learning strategy.
Traditional training from scratch for each new model is computationally expensive,
particularly when dealing with components of similar geometry but differing in size
or material. Instead, we utilize the previously discussed foundation model, trained on
stainless steel, as a pretrained base. This allows us to transfer its learned thermal
behaviour to new components, such as those made from nickel-based alloys. Moreover,
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the same pretrained model can be directly used for inference on components made
from the same material but with varying sizes. This is feasible because the temper-
ature transport dynamics for the material have already been effectively learned. As
illustrated in Fig. 9, we apply the pretrained model to predict the thermal behaviour
of high-quality components P4 (stainless steel) and P7M (nickel-based alloy). Addi-
tionally, we analyse P9 (stainless steel), which exhibits low quality and significant
structural deformation (see Fig. 3). In particular, if P9 had been manufactured to a
higher standard, the maximum temperature would likely be reduced, and the final
build height would be greater. This shows that the model not only predicts thermal dis-
tributions, but also provides insight into process anomalies, such as structural defects.
We acknowledge the risk of overfitting or bias when evaluating the model on data it
has already seen. To ensure proper generalization, we evaluate model predictions on
unseen data. Importantly, data for P4 and P9 were excluded from the training phase,
providing a robust assessment of the model’s ability to generalize. The results confirm
that the model achieves high accuracy on previously unseen components, demonstrat-
ing its transferability and reliability.
In addition to relative error metrics, we employ energy loss (LEnergy) as a complemen-
tary evaluation criterion. Fig. 10 presents the relative error ϵr and energy loss LEnergy

across the entire set of printed layers, including the foundation model (P7), the infer-
ence to P9 and P4 as well as the transfer learned model of P7M. The low error values
validate the effectiveness of the transfer-learned model in capturing the key thermal
behaviors. Finally, conventional 3D printing simulations require re-discretization and
re-solving of the PDEs for each new part. This is the case even for minor changes in
geometry. Our approach mitigates this inefficiency. During the initial training phase,
the model learns the underlying physics, enabling rapid and physically consistent
inference and significantly improving computational efficiency.

5.5 Performance

In addition to evaluating the quality and capabilities of the predictions, we assessed
the computational effort required by the proposed models. Specifically, we investigated
the training time required for the explicit and implicit foundation models inspired by
the Euler and Crank–Nicolson methods, respectively. The solving time of the transfer-
learned model was compared to this. We also compared it to the inference prediction
of P4, P9 and P7M. Furthermore, we evaluated the average computational solving
time of PiGRAND for a printed layer against that of a transfer-learned PINN from
[32], as shown in Fig. 11.

As expected, the computational times for the Crank–Nicolson-inspired models were
slightly higher than those for the explicit Euler-inspired models, due to the increased
stability and complexity of the implicit method. However, once the foundation model
has been trained, the computational effort required to predict the temperature dis-
tribution of components with similar geometries is significantly reduced. Rather than
repeatedly solving the diffusion equation for each new geometry, PiGRAND enables
real-time or near-real-time predictions, requiring considerably less computational
effort. Predictions can be made for new components and the same material with a
single forward pass through the network. This approach incurs a significantly lower
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Fig. 9 Inference and transfer learning - Left: Inference for pyramid P4, print layer 380, Right:
Inference for pyramid P9, print layer 200, Bottom: Transfer learned heat transport for pyramid P7M,
print layer 232.
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Fig. 10 A comparison of the P7 foundation model inspired by Crank-Nicolson, the P4
and P9 inference and the P7M transfer-learned model. - Left: Comparison of ϵr for 500 print
layers, Right: Comparison of LEnergy for 500 print layers.
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computational cost than training the model from scratch. PiGRAND can predict the
heat transport of new components made of the same material 15 times faster than the
initial predictions made by the foundation models. Additionally, PiGRAND can pre-
dict a printed layer seven times faster than the transfer-learned PINN model presented
in [32]. For components made of different materials, the pretrained foundation model
can be efficiently retrained and fine-tuned. To substantiate the efficiency of PiGRAND,
we conducted a comparative runtime benchmark against a traditional finite volume
solver (OpenFOAM) and PINN for a benchmark problem presented in [32]. PiGRAND
significantly outperforms PINNs in terms of computational efficiency, requiring only
54.27 sec, compared to over 175 seconds for the PINN approach. While OpenFOAM
remains faster in this benchmark, PiGRAND offers a compelling trade-off by combin-
ing data efficiency and generalization capabilities of GNNs with substantially lower
computational cost than standard PINNs. These results demonstrate that PiGRAND
achieves a 3–4× speedup over PINNs while preserving physical interpretability and
accuracy, highlighting its promise for practical deployment in computationally con-
strained environments. Fig. 11 shows the time required to complete inference on the
same problem setup. Our results demonstrate that PiGRAND outperforms PINNs in
both prediction accuracy and computational efficiency, highlighting its superiority for
heat transport prediction in 3D printing.

6 Conclusion

In this work, we proposed PiGRAND for predicting heat transfer in 3D-printed compo-
nents. Building upon the model ideas of GRAND by Chamberlain et al., we accelerated
the learning process through the integration of mathematical regularization principles
and physical constraints derived from the theoretical study of PDEs. Additionally, we
introduced a novel connectivity model and classifier method, enabling nodes and edges
to acquire distinct spatial characteristics. Thermal images representing real measure-
ment data were incorporated into the model through a generated graph data structure.
To address energy transfer at the boundaries, we developed an dissipation model that
learns these dynamics effectively.
We utilized both explicit Euler and implicit Crank-Nicolson-inspired graph neural dif-
fusion approaches and evaluated their prediction accuracy. The superior performance
of the Crank-Nicolson-inspired model led us to further investigate the impact of our
proposed regularizers compared to GRAND. Acknowledging the computational inten-
sity of training such models, we presented an efficient transfer learning strategy that
leverages a pretrained foundation model to predict heat transfer in components with
similar geometries but different materials. Our evaluation demonstrates the substan-
tial computational efficiency of our approach, outperforming traditional methods and
achieving significantly faster predictions. Additionally, PiGRAND was benchmarked
against a PINN, with results showcasing better accuracy and faster computational
solving times.
Over the last decades, numerical analysis methods like FEM and FVM have achieved
significant milestones in simulating thermal processes. However, these methods exhibit
limitations compared to PiGRAND. For instance, numerical approaches require
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Fig. 11 Performance of PiGRAND - Left: The total solving time of the PiGRAND foundation
model is compared with the inference times of the other printed components P4, P9 and the transfer-
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the prediction of the temperature distribution of a single printed layer, contrasting the performance of
a transfer-learned PINN with our proposed PiGRAND, Bottom: The total solving time of PiGRAND
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domain experts to discretize components into a mesh or control volumes, a process
heavily dependent on geometry and mesh resolution. In contrast, our data-driven
graph construction offers greater flexibility and automation, eliminating the need for
domain knowledge. Furthermore, our connectivity model enables discretization, where
nodes play distinct roles and hold unique properties in space. While FEM and FVM are
limited in their data-driven capabilities, they also rely on well-posed physical problems
with precise boundary conditions. PiGRAND, however, incorporates an intelligent
dissipation model. We demonstrated the benefits of our approach over state-of-the-
art machine learning models. Although this work provides a strong proof of concept
with promising results, there are several opportunities for future research and refine-
ment. The connectivity function cij and the dissipation function Qi are modelled as
single-hidden-layer neural networks with width 256. While one hidden layer has the-
oretical universality, the required width can become exponentially large for complex
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high-dimensional functions [67, 68]. This makes shallow networks inefficient compared
to deeper ones. If the mapping were more complex or highly nonlinear, deeper archi-
tectures can achieve similar approximation accuracy with far fewer neurons (see e.g.
[69, 70]. This might be considered for future works. Our approach should be evalu-
ated on more complex geometries to test its generalization capabilities. Furthermore,
extending PiGRAND to address a broader range of physical problems and PDEs could
solidify its applicability beyond 3D printing. Hyperparameter optimization was not
performed in this work and there is potential for further performance improvements
in this regard. Lastly, while parallelization offers an avenue for accelerating compu-
tational performance, implementing it in this context poses challenges due to the
sequential dependency of heat state predictions.
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Erhard Rahm; Supervision: Erhard Rahm

Code and Data Availability

All the code is open sourced and available on GitHub:
https://github.com/bu32loxa/PiGRAND

References

[1] Waqar S, Guo K, Sun J. FEM analysis of thermal and residual stress profile in
selective laser melting of 316L stainless steel. Journal of Manufacturing Processes.
2021;66:81–100.

[2] Li Y, Zhou K, Tor SB, Chua CK, Leong KF. Heat transfer and phase transition
in the selective laser melting process. International Journal of Heat and Mass
Transfer. 2017;108:2408–2416.

[3] Roy S, Juha M, Shephard MS, Maniatty AM. Heat transfer model and finite
element formulation for simulation of selective laser melting. Computational
Mechanics. 2018;62:273–284.

[4] Raissi M, Perdikaris P, Karniadakis GE. Physics-informed neural networks:
A deep learning framework for solving forward and inverse problems involv-
ing nonlinear partial differential equations. Journal of Computational Physics.
2019;378:686–707. https://doi.org/10.1016/j.jcp.2018.10.045.

[5] Li Z, Kovachki N, Azizzadenesheli K, Liu B, Bhattacharya K, Stuart A, et al.
Fourier neural operator for parametric partial differential equations. arXiv
preprint arXiv:201008895. 2020;.

[6] Li Z, Kovachki N, Azizzadenesheli K, Liu B, Stuart A, Bhattacharya K, et al.
Multipole graph neural operator for parametric partial differential equations.
Advances in Neural Information Processing Systems. 2020;33:6755–6766.

[7] Chamberlain B, Rowbottom J, Gorinova MI, Bronstein M, Webb S, Rossi E.
GRAND: Graph Neural Diffusion. In: Meila M, Zhang T, editors. Proceedings of
the 38th International Conference on Machine Learning. vol. 139 of Proceedings
of Machine Learning Research. PMLR; 2021. p. 1407–1418. Available from: https:
//proceedings.mlr.press/v139/chamberlain21a.html.

[8] Zhuang F, Qi Z, Duan K, Xi D, Zhu Y, Zhu H, et al. A comprehensive survey on
transfer learning. Proceedings of the IEEE. 2020;109(1):43–76.

[9] Wahyudi S, Lestari P, Gapsari F. Application of Finite Difference Methods
(FDM) on mathematical model of bioheat transfer of one-dimensional in human
skin exposed environment condition. J Mech Eng Res Develop. 2021;44(5):1–9.

30

https://doi.org/10.1016/j.jcp.2018.10.045
https://proceedings.mlr.press/v139/chamberlain21a.html
https://proceedings.mlr.press/v139/chamberlain21a.html


[10] Versteeg HK, Malalasekera W. An introduction to computational fluid dynamics:
the finite volume method. Pearson education; 2007.

[11] LeVeque RJ. Finite volume methods for hyperbolic problems. vol. 31. Cambridge
university press; 2002.

[12] Kang F, Zhong-Ci S, Kang F, Zhong-Ci S. Finite element methods. Mathematical
Theory of Elastic Structures. 1996;p. 289–385.

[13] Hsu TR. The finite element method in thermomechanics. Springer Science &
Business Media; 2012.

[14] Mukherjee T, Wei HL, De A, DebRoy T. Heat and fluid flow in additive
manufacturing—Part I: Modeling of powder bed fusion. Computational Materials
Science. 2018;150:304–313. https://doi.org/10.1016/j.commatsci.2018.04.022.

[15] Mukherjee T, Wei HL, De A, DebRoy T. Heat and fluid flow in additive man-
ufacturing – Part II: Powder bed fusion of stainless steel, and titanium, nickel
and aluminum base alloys. Computational Materials Science. 2018;150:369–380.
https://doi.org/10.1016/j.commatsci.2018.04.027.

[16] Ansari P, Salamci MU. On the selective laser melting based additive manufac-
turing of AlSi10Mg: The process parameter investigation through multiphysics
simulation and experimental validation. Journal of Alloys and Compounds.
2022;890:161873. https://doi.org/10.1016/j.jallcom.2021.161873.

[17] Zohdi TI. Additive particle deposition and selective laser processing-a computa-
tional manufacturing framework. Computational Mechanics. 2014;54:171–191.

[18] Zohdi T. A direct particle-based computational framework for electrically
enhanced thermo-mechanical sintering of powdered materials. Mathematics and
Mechanics of Solids. 2014;19(1):93–113.

[19] Ganeriwala R, Zohdi TI. Multiphysics modeling and simulation of selective laser
sintering manufacturing processes. Procedia Cirp. 2014;14:299–304.

[20] Wessels H, Weißenfels C, Wriggers P. Metal particle fusion analysis for addi-
tive manufacturing using the stabilized optimal transportation meshfree method.
Computer Methods in Applied Mechanics and Engineering. 2018;339:91–114.

[21] Wessels H, Bode T, Weißenfels C, Wriggers P, Zohdi T. Investigation of
heat source modeling for selective laser melting. Computational Mechanics.
2019;63:949–970.

[22] Li Y, Gu D. Parametric analysis of thermal behavior during selective laser
melting additive manufacturing of aluminum alloy powder. Materials & Design.
2014;63:856–867. https://doi.org/10.1016/j.matdes.2014.07.006.

31

https://doi.org/10.1016/j.commatsci.2018.04.022
https://doi.org/10.1016/j.commatsci.2018.04.027
https://doi.org/10.1016/j.jallcom.2021.161873
https://doi.org/10.1016/j.matdes.2014.07.006


[23] Liu B, Li BQ, Li Z, Bai P, Wang Y, Kuai Z. Numerical investigation on heat trans-
fer of multi-laser processing during selective laser melting of AlSi10Mg. Results
in Physics. 2019;12:454–459. https://doi.org/10.1016/j.rinp.2018.11.075.

[24] Ahmed N, Barsoum I, Abu Al-Rub RK. Numerical Investigation on the Effect
of Residual Stresses on the Effective Mechanical Properties of 3D-Printed TPMS
Lattices. Metals. 2022;12(8):1344. https://doi.org/10.3390/met12081344.

[25] Riensche A, Severson J, Yavari R, Piercy NL, Cole KD, Rao P. Thermal modeling
of directed energy deposition additive manufacturing using graph theory. Rapid
Prototyping Journal. 2023;29(2):324–343.

[26] Lu Y, Li H, Zhang L, Park C, Mojumder S, Knapik S, et al. Convolution
hierarchical deep-learning neural networks (c-hidenn): finite elements, isogeo-
metric analysis, tensor decomposition, and beyond. Computational Mechanics.
2023;72(2):333–362.

[27] Henkes A, Wessels H, Mahnken R. Physics informed neural networks for contin-
uum micromechanics. Computer Methods in Applied Mechanics and Engineering.
2022;393:114790.

[28] Wessels H, Weißenfels C, Wriggers P. The neural particle method–an updated
Lagrangian physics informed neural network for computational fluid dynamics.
Computer Methods in Applied Mechanics and Engineering. 2020;368:113127.

[29] Zhu Q, Liu Z, Yan J. Machine learning for metal additive manufacturing: pre-
dicting temperature and melt pool fluid dynamics using physics-informed neural
networks. Computational Mechanics. 2021;67(2):619–635. https://doi.org/10.
1007/s00466-020-01952-9.

[30] Zobeiry N, Humfeld KD. A physics-informed machine learning approach
for solving heat transfer equation in advanced manufacturing and engineering
applications. Engineering Applications of Artificial Intelligence. 2021;101:104232.

[31] Cai S, Wang Z, Wang S, Perdikaris P, Karniadakis GE. Physics-Informed Neural
Networks for Heat Transfer Problems. Journal of Heat Transfer. 2021;143(6).
https://doi.org/10.1115/1.4050542.
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